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Technical Notes and Correspondence

On Solving Event-Based Optimization With
Average Reward Over Infinite Stages

Qing-Shan Jia, Member, IEEE

Abstract—Event-based optimization (EBO) provides a unified frame-
work for problems in which decisions can be made only when certain events
occur. Because the event sequence usually is not Markovian, the optimal
policy could depend on the entire event history, which is hard to implement
in practice. So most existing studies focus on memoryless policies, which
make decisions only based on the current observable events. But it remains
open how to find the optimal memoryless policies in general, leaving alone to
solve the EBO optimally. In this technical note, we address these two impor-
tant questions for infinite-stage EBOs with finite state and action spaces and
make the following three major contributions. First, we extend our previous
studies on finite-stage EBOs and convert infinite-stage EBOs to partially
observable Markov decision processes (POMDPs). The belief process of
this POMDP is called belief-event decision process (BEDP). Under certain
well-known conditions, the optimal policies of BEDPs can be achieved
within stationary Markov deterministic policies. Second, assuming op-
timal stationary policies exist, the performance difference and derivative
formulas are developed. Potentials of memoryless event-based policies are
shown to be piecewise linear functions, and thus can be efficiently estimated
through sample paths. Third, a potential-based approximate policy itera-
tion algorithm is developed to obtain near-optimal memoryless policies. The
convergence and performance loss bound of this algorithm are analyzed.

Index Terms—Discrete event dynamic system (DEDSs), event-based opti-
mization (EBO), partially observable Markov decision process (POMDP).

I. INTRODUCTION

The dynamics of many systems follow not only physical laws but
also man-made rules. These systems are known as discrete event dy-
namic systems (DEDS’s) [1]. Event-based optimization (EBO) [2], [3]
provides a general framework for many DEDS’s in which decisions can
be made only when certain events occur. The advantages of event-based
control, communication, and decision-making have been demonstrated
by many successful stories [3]–[8]. Because the event sequence usually
is not Markovian, the optimal policy could depend on the entire event
history, which is hard to implement in practice. So most existing studies
focus on memoryless policies, which make decisions only based on
the current observable events. Unfortunately, the performance differ-
ence between memoryless policies depend on the policy-pair, except
for special cases [3]. In policy iteration, all memoryless policies must
be simulated, which is impractical. It remains open how to find the op-
timal memoryless policy. And the question of how to find the optimal
policy in infinite-stage EBOs is touched even less.
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In this technical note, we address these two important questions for
infinite-stage EBOs with finite state and action spaces and average re-
ward criterion, and make the following three major contributions. First,
we extend our previous studies on finite-stage EBOs and convert in-
finite-stage EBOs to partially observable Markov decision processes
(POMDPs). The belief process of this POMDP is called belief-event
decision process (BEDP), the state of which contains both the belief
distribution over the internal system state space (which is called the be-
lief state) and the current observable event. Under certain well-known
conditions, the optimal policies of this BEDP can be achieved within
stationary Markovian deterministic policies.

Second, the potential function of the BEDP is defined. Assuming op-
timal stationary policies exist, the performance difference and deriva-
tive formulas are developed. For memoryless policies, the potential of
a belief-event state is shown to be a piecewise linear function of the po-
tentials of the internal system states. Although the internal system state
is not observable, a linear function of these state potentials can be es-
timated from sample paths. This nice feature allows us to estimate the
potentials of memoryless policies on not only the belief-event states
that have appeared in the sample path, but also the rest belief-event
states that have not appeared.

Third, an approximate policy iteration algorithm is developed. The al-
gorithm iteratively uses piecewise linear approximation of the potentials
and approximates improved policies by memoryless event-based poli-
cies. The algorithm outputs a near-optimal memoryless policy. The con-
vergence and performance loss bound of this algorithm are analyzed.

The rest of this technical note is organized as follows. We formu-
late infinite-stage EBO with average reward in Section II, and pro-
vide the main results in Section III, including the connection between
EBOs and POMDPs, the performance difference and derivative for-
mulas of BEDPs, the piecewise linear (PWL) properties of the po-
tentials of BEDPs, and an approximate policy iteration algorithm. We
briefly conclude in Section IV.

II. PROBLEM FORMULATION

We follow the notations in [2], [3] to briefly review the formulation of
infinite-stage EBOs as follows. Let� be the internal system state space,
which is finite. Let � � � � � be the set of all one-step state transi-
tions, which is called the single-event space. Let �� � �������� �� �
�� � � � � ��� be the set of all observable events, where each ������ � �
is a set of state transitions. It is usually assumed that �� provides a mu-
tually exclusive decomposition of � . Suppose the internal system state
is � � � , which is not observable. Then an observable event ������
is observed with probability (w.p.) 	��������
��. Denote the action
space as �, which is assumed to be finite. When an action � � �
is picked, we receive an immediate reward ���� ��, which is assumed
to be bounded, and a controllable event ������ � � appears w.p.
	��������
������� ��. Let �� � �������� �� � �� � � � � ��� be the set
of all controllable events. Then a natural transition event ������ �
� appears w.p. 	��������
������� �������. Let �� � �������� �� �
�� � � � � ��� be the set of all natural transition events. Both �� and ��
provide mutually exclusive decompositions of � . Then the system state
will transit to �� � ��������� � ������ � �������, where ����� �
���
�� � �� �� ��� � �� is called the output state of � under event
�, and �� ��� represents a state transition from � to ��. By appropriate
choice of ��, we can make


�� �������� ������ � �������
 � � ��� �		 ��� ��� ��� �� (1)
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To see this, just note that �� � ������ � �� satisfies this requirement.
So in the following we assume (1) holds. We want to maximize the
average reward over infinite stages
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(2)

where ����� is the probability distribution of the initial system
state, which summarizes all the a priori information; �� is the first
observable event that triggers this event-based decision process;
�� � ������� ��� 	�� � � � � ��� is the entire history of observable
events and all the actions that have been taken; � � � � ��	�
is a history-dependent randomized event-based policy; and 
�� is
the set of all such history-dependent randomized policies. So, an
infinite-stage EBO can be specified by

�
� � ��� � � ���	� ��� ��� ��������� (3)

Note that the event-action sequence ���� 	�� � � � � ��� is not
Markovian in general, i.e., ��������� � � � � ����� 	���� ��
����������� 	����. This is similar to the property of POMDP,
where the observation history is not necessarily Markovian [9]. The
optimal policy could depend on the entire history of observable events,
and is in general difficult to implement in practice. So the existing
studies consider memoryless policies that only depend on the current
observable event, i.e.

���
���

�
� ������� ��� (4)

where 
	
 � ���� � �� � 	�. Furthermore, Markov chains that
are defined on � under all memoryless policies are assumed to be er-
godic in existing studies [3]. Then the long-run average behavior of
the system under the same policy is irrelevant with the initial condition
����� and ��, and (4) can be rewritten as

���
���

�
�
�

However, this problem is also difficult because the performance dif-
ference between two memoryless polices involve a potential (defined
later) of the policy-pair, instead of the current memoryless policy. More
details on this difficulty will be discussed in Section III-C. Let���� and
��	
 be the optimal policies for (2) and (4), respectively. How to find
���� and��	
 both remain open. In this technical note, we make some
progress towards answering the two important questions.

III. MAIN RESULTS

A. Belief-Event Decision Process

Following our previous work in finite-stage EBOs [10], we can con-
vert an EBO to:

��� � �����	� �� � (5)

where � � ������ is the partially observable state, � � � ; � �
� � ��; � � �� is the observation, � � � ; � � ��; and

 ���� ������������ 	

�
� ��

� ����������� 	�� ����������� �������

� � �
� � �� ��� � ������ � ������� � �

�
���

�

where ���� �  (or 0) if � is true (or false).
Note that the infinite-stage POMDP with average reward criterion

and discrete state space may not have constant optimal reward and op-
timal stationary policies. Various sufficient conditions have been devel-

oped, such as Ross’s renewability condition [11], Platzman’s reacha-
bility-detectability condition [12], and Runggaldier and Stettner’s pos-
itivity condition [13]. Good reviews can be found in [14] and [15].
Based on the connection between EBOs and POMDPs, it is clear that
these conditions apply to infinite-stage EBOs in (3), too. For example
one such condition, which is considered in [15] and [16] and also im-
plies Platzman’s conditions [12], can be presented as the following for
EBOs, i.e.,

There exists � � � s.t. for all �� � �� and 	� � 	�

��� ��
�
� 	

�� � �

���

��� ���� 	����� �� � � (6)

where

��� ��� 	� � �� ��� � �
�
� ��� � ���� � �� 	� � 	

����� 	�� ������ 	������� 	�� � � ������ 	����

�� � ���� � � � � ���, and 	� � �	�� � � � � 	����. In the rest of this tech-
nical note, we simply assume that.

Assumption 1: There exists optimal deterministic stationary policies
for EBOs in (3), which are independent of �����.

Note that under Assumption 1, lim sup in (2) can be replaced by lim.
Similar to POMDPs [17]–[19], the belief distribution over � provides
sufficient statistics for decision-making in EBOs. Since �� is directly
observable, this sufficient statistics can be written as � � ���� ���,
where �� is the posterior distribution over internal system state space
� . Let� be the set of all such�’s. Note that� can be calculated from
the Bayesian rule once the a priori distribution �� and �� are given,
i.e.

�
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��������
����

�
��������������

�

Then the belief process of the POMDP in (5) can be called the belief-
event decision process (BEDP), i.e.


�� � �� �	� �� � � (7)

where ����	� �
�
��������� 	�,
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and ����� 	� ���� is the posterior distribution over the internal system
state space in the next stage if the current belief-event state is� , action
	 is taken, and then event ��� is observed. We are interested in the
average reward over infinite stages, i.e.
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Note that under Assumption 1, solving EBOs in (3) is converted to
solving the optimal deterministic stationary policies in BEDPs in (7).
These stationary policies usually depend on both �� and ��. Memo-
ryless event-based policies are in general not optimal.

B. Performance Difference and Derivative Formulas

Under Assumption 1, define the potential of policy � at state � as
follows:

�
���� � �	�

���
�

�

���

� ���� ������� �
� ��� � �

which captures the deviation in the total reward if the
system starts from � . By this definition, it is clear that
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������ ������� � �, where �� is the
invariant distribution over � under policy �, i.e.
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for all ����� ����
�

��� � � . There is a natural relationship between the
potentials of two different states, i.e.
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(9)

A basic step toward the optimal policy is to compare two policies
and to improve a given policy. The performance difference and deriva-
tive formulas provide such tools. Following existing results for infi-
nite-stage MDP with average reward [3] and noting that the BE state in
the next stage, � �, can be uniquely calculated for any given � , �, and
�, we have.

Theorem 1 (Performance Difference Formula):
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where � �

� � ������������ ����
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The performance derivative formula provides the gradient informa-

tion at a policy. Consider a randomized policy �� that equals to policy
� with probability 	� � and equals to �� with probability �. Then we
can define the performance derivative of 
� w.r.t. � at � � � as

�
�

��
���

� 
��
���


� � 
�

�
�

Following similar analysis, we have the performance derivative
formula:
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Note that most belief-event states do not appear in a finite sample

path. And their potentials cannot be estimated directly. Fortunately,
in the next subsection we discover that the potentials of memoryless
event-based policies are piecewise linear (PWL) functions of the belief-
event states, and thus have finite representations.

C. Piecewise Linear Property of Potentials of Memoryless
Event-Based Policies

Note that a policy � � ��� takes actions according to the cur-
rent belief-event state. When the same observable event occurs, if
the belief states are different, different actions could be taken, i.e.,
����� ������� 	� ������ �������, �� 	� �

��. Then starting from a
given internal system state, different actions could be taken. The po-
tential of the internal system state under an arbitrary � � ��� is thus
not well defined. Fortunately, the potentials of internal system states
under memoryless event-based policies can be defined as follows:

�
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which describes the deviation in the total reward if the internal system
state starts from �. Because memoryless policies take actions according
to the current observable event, and the probability to observe certain
observable event ������ only depends on the internal system state �,
the above ����� is well defined. Let ���	 be the set of memoryless
policies. We have.

Theorem 2: ������ ������� � �
������������, � � ���	 , where

��������� is an �
�-by-1 column vector depending on ������.
Proof: Let � � ���� �������. Then we have

�
���� � 	 �������� �
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Note that
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�� (12)

where �� � ���������� ������� ������. Combining (11) and (12),
we then have
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Let
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and ��� � ������ � � � � ������ . Then we have



���� � �

�
� ��������

where we use ����������� to clarify that this vector depends on the ob-
servable event in the belief-event state� . So, for belief-event states that
share the same observable event, 
����� ������� is a linear function
of ��. When the observable event changes, 
���� changes to another
linear function of ��. Overall, 
���� is a piecewise linear function
of � .

Theorem 2 implies that the potentials of memoryless policies have
finite representations, which can then be estimated from sample paths.
The idea is to first estimate �� based on 
���� for �’s that appear
in the sample path. And then follow (11) to use the estimation ��� to
estimate 
���� for �’s that do not appear in the sample path. For the
performance difference between a memoryless policy � � �	
� and
an arbitrary policy �� � �	
, we have.

Theorem 3:
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where
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Proof: Combining (10) and (11), we can have (13). Simply
note that � is memoryless event-based so the action is ���������.
But �� is an arbitrary belief-event based policy. So the action is
������ �������.

Note that only the potentials of policy � appear in (13). This moti-
vates the approximate policy iteration algorithm in the next subsection.

D. Potential-Based Approximate Policy Iteration

Theorem 3 implies that based on the sample path under a memoryless
policy �, a better policy in �	
 can be obtained through

�
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� �	
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� �� ���������������
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This is one-step policy improvement from a memoryless policy. To im-
plement policy iteration based on (14), two issues need to be addressed.
First, when the system scale is large, the internal state potential �� is a
high-dimensional vector, which is hard to estimate and store. Second,
the improved policy �� is not necessarily a memoryless policy, and its
potential does not necessarily have a finite representation. If we want
to find a memoryless policy better than �, we should use
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for all �� � �� � � � � ��. Unfortunately, �� appears in (15), which is
difficult to estimate from the sample path of policy �.

To handle the first issue, 
���� can be directly approximated by
low-dimensional piecewise linear functions. One example is to assign
a constant for all the belief-event states that share a common observable
event. To be specific, suppose we have � sample paths. Then we have
a set of equations as follows:
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where the superscript � says that the equality holds in the
�-th sample path; ���	 
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. Note that it is trivial but tedious to
show that
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where �� � ���������� ������� �������,�	 � ���� �������. Note
that ���	 �� ���� in general. As an approximation, we can replace
���	’s by a vector ��. Rewrite (16) in a matrix form, then we have
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and � � ��� � � � � ��� . There may not exist a�� that solves (17) exactly.
Instead, we look for a best approximation under the minimum mean
square error (MMSE) criterion, i.e.

��� � ����
�
��
��
�
���� � �� � �

�
��� (18)

From the sample path, we have an estimate of��, denoted as ���, and
an estimate of ��, denoted as ���. Then (18) is replaced by

��� � ����
�
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��
�
�� ��� � �� � ������ (19)

Then following (14), we can obtain an (estimated) better policy
through:
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To handle the second issue, the improved policy �� can be approxi-
mated by memoryless policies. To be specific,����� is computed only
at a set �� of belief-event states. A memoryless policy �� is then selected
through minimizing the least squares problem


�
����
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������ �
����

�

� (21)

Combining together, we have the approximate policy iteration Algo-
rithm 1. In practice, step 5 in Algorithm 1 can be replaced by doing the
iteration for a finite number of times and then stop. Algorithm 1 out-
puts a sequence of memoryless policies.

Algorithm 1 Potential-based Approximate Policy Iteration

1: (Initialization) Pick an initial policy �	. Let 
 � �.
2: (Policy evaluation) Perform � simulations under policy �� to

estimate �� ��� for � randomly selected �’s.
3: (Potential approximation) Calculate ��� through (19).
4: (Policy improvement) Construct an (estimated) better policy

through (20) and find the best approximation in memoryless
policies through solving (21), denoted as ��. If ��  �� , then
��
� � ��; otherwise ��
� � �� .

5: (Stopping criterion) Let �� be the initial belief-event state
in the �-th sample path. If ��
����� � ������ for all ��,
� � �� � � � � �, then stop and output �� . Otherwise, 
 � � � 


and go to step 2.

Littman showed in [20] that finding the optimal memoryless policy
in a POMDP is NP-hard. Then a direct corollary is.

Corollary 1: Finding the optimal memoryless policy in an EBO is
NP-hard.

So it is in general intractable to find the optimal memoryless policy
for an EBO.

Note that the belief state is continuous. When implemented in digital
computers, discretization is usually required. Denote the discretized
belief state space as ��. Then we have a discretized belief-event space
�� � �� � 	�. Bertsekas showed in [21] that the optimal policy
and its performance of the discretized MDP converge to those of the
original problem when the discretization becomes finer and finer, under
certain compactness and Lipschitz continuity assumptions.

When Algorithm 1 is applied to solve a discretized BEDP, for any
finite � there are two approximations in each iteration, namely the
potential approximation and the approximate policy improvement. In
order to analyze the behavior of Algorithm 1 and the performance loss
bound of the output memoryless policy, we introduce the following
notations. Given ��� we define

��� �
�
�� �� 	� 


�
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� � ��� 
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� �
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Also define
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We make the following two assumptions.
Assumption 2: There exist �  � and �  � s.t.


��
�

��� ���� �
� ���  �� 
 � �� �� � � �


��
�

�� ��� ���� � ��� ���  �� 
 � �� �� � � �

where ��’s are the policies generated by Algorithm 1.
Assumption 3: There exists ��

� � �� and some integer �  �
s.t. for all initial states and all stationary policies, ��

� is visited with
positive probability at least once within the first � stages.

Assumption 3 implies that

� � 
��
��� ����

�� �	 �� �
�
� � � � �� � � � � 
� ��

��

�	 � ���� � � (22)

where the superscript D’s represent that the quantities are for the dis-
cretized BEDP.

Note that due to the error in potential function approximation � and
the error in approximate policy improvement �, �� in step 4 is not nec-
essarily better than �� . Step 4 updates ����� if and only if �����
is better than �����. Due to the finite number of stationary memory-
less policies, Algorithm 1 converges finitely. In other words, there exist
some �
  � s.t. ��� � ���, 

 � �
. Note that ���� � 
���

��. Then
following eq. (7.52) in [22], we have

Theorem 4: Under Assumptions 2 and 3, we have

�
�
� � �� 


���
�� �� �� 
���

�� �� � ���

�� ��� ���

where ��� is the optimal average reward of the discretized BEDP; and
�� is the average number of transitions for the system to arrive at state
��
� starting from an arbitrary initial state under the optimal policy ��.
Theorem 4 quantifies the performance loss bound of Algorithm 1.

Note that if we replace step 4 of Algorithm 1 by ��
� � ��, then ��

is not necessarily better than �� and the approximate policy iteration
may not converge. In this case, define ��� � 
��
�	����� �

�
� , which

represents the best average reward of the discretized BEDP till the 
th
iteration. It is then clear that ��� increases monotonically w.r.t 
. Fol-
lowing similar analysis, we can show that under Assumptions 2 and 3

�
�
� � �
 ���

��	

�
�
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���
�� �� �� 
���

�� �� � ���

�� ��� ���
� (23)

This relation provides an estimate on the steady state error of this mod-
ified version of Algorithm 1.
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IV. CONCLUSION

In this technical note, we focus on infinite-stage EBOs with the av-
erage reward criterion and finite state and action spaces. We first extend
our previous work on finite-stage EBOs to convert infinite-stage EBOs to
POMDPs. This connection allows to apply existing sufficient conditions
for the existence of constant optimal reward and optimal stationary poli-
cies in POMDPs to EBOs. Assuming such existence, existing exact and
approximate solution methodologies in POMDPs can then be applied to
solve infinite-stage EBOs. Then, the performance difference and deriva-
tive formulas are developed. The potentials of memoryless event-based
policies are shown to be piecewise linear functions. Then an approxi-
mate potential-based policy iteration is developed. The convergence
and performance loss bound of this algorithm are analyzed.

It is clear that memoryless event-based policies are not necessarily
optimal. An interesting question is what information other than the cur-
rent observable event to consider during the decision making. More in-
formation bring better performances, but also increase the complexity
of implementation. Problem structure should be used, and a tradeoff
should be made. This, however, is a future work. We hope this work
could bring more insights to solving optimal policies for infinite-stage
EBOs in general.
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Gossip Algorithms for Convex Consensus
Optimization Over Networks

Jie Lu, Choon Yik Tang, Paul R. Regier, and Travis D. Bow

Abstract—In many applications, nodes in a network desire not only a
consensus, but an optimal one. To date, a family of subgradient algorithms
have been proposed to solve this problem under general convexity assump-
tions. This technical note shows that, for the scalar case and by assuming a
bit more, novel non-gradient-based algorithms with appealing features can
be constructed. Specifically, we develop Pairwise Equalizing (PE) and Pair-
wise Bisectioning (PB), two gossip algorithms that solve unconstrained, sep-
arable, convex consensus optimization problems over undirected networks
with time-varying topologies, where each local function is strictly convex,
continuously differentiable, and has a minimizer. We show that PE and PB
are easy to implement, bypass limitations of the subgradient algorithms,
and produce switched, nonlinear, networked dynamical systems that admit
a common Lyapunov function and asymptotically converge. Moreover, PE
generalizes the well-known Pairwise Averaging and Randomized Gossip
Algorithm, while PB relaxes a requirement of PE, allowing nodes to never
share their local functions.

Index Terms—Distributed consensus, distributed convex optimization,
gossip algorithms, networked dynamical systems.

I. INTRODUCTION

Consider an� -node multi-hop network, where each node � observes
a convex function ��, and all the � nodes wish to determine an optimal
consensus ��, which minimizes the sum of the ��’s
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